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Assigned Readings and Learning Actions

1. Assignment 1 is due on January 26th, 2016.

1 Re-cap of Supervised Data Mining Methods

Supervised data mining (also referred to as “supervised data mining”) is a

paradigm of data mining where the data mining method tries to understand

the relationship between two sets: features and labels. In essence, we try

to model a function that answers: “Given X, predict Y“. That is, in super-

vised data mining: we have a goal of training a predictive model to predict

some value given another value. As we have seen earlier, the two problems

that the supervised data mining paradigm encompasses and can solve are

regression (predicting numerical values) and classification (predicting cate-

gories/classes).

There are several different supervised data mining methods which all
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attempt to construct f(x) to model the relationship between two sets – yet,

each take a different approach; below is a list of the supervised data mining

methods that we will look at:

• K-nearest Neighbors

• Support Vector Machines

• Decision Trees

• Feed-Forward Neural Networks

Although all of these supervised data mining methods ultimately solve

the exact same regression and classification problems, they approach the su-

pervised data mining scenario at completely different angles; making trade-

offs between speed, memory, performance, and interpretability. supervised

data mining, being studied extensively for over 30 years, it is most researched

area of data mining. As we have seen, simple linear regression is one example

of a supervised data mining method.

2 Summary: What is a data set and what is an

observation?

Just so that we are on the same page, let’s get some terminology straight.

An observation is an individual data point that we have collected. A data

set of a collection of observations.
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Considering our petting zoo example, I measured the heights and

widths of 9 different animals. In this case, there are 9 different observations.

All of the observations as a whole is called the data set.

The key thing to remember is that we can always represent a data set in

a table format. From this table we can inspect each individual observation.

The label will be a special column that will mark as the item that we want

to predict and will be the response variable of our constructed function.

Each column on the table, excluding our label, is called a feature. In

the petting zoo example, we extracted two features, which are height and

width from each individual raw object.

Feature vector denotes the vector representation of a given observation

and contains all the features for that particular observation. For example –

I could say, < 24.3, 1.3 > is a feature vector in my petting zoo example.

3 Supervised Data Mining in at another perspec-

tive: Teaching a new student math problems

Have you ever tried to teach someone a mathematics concept such as addi-

tion? A good way to teach a new student is to give them exercise problems,

but give them the answers to these problems so that they can practice.

Eventually, after practicing enough, they will learn the concept and be able

to solve any addition problem by themselves.
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This scenario is analogous with supervised data mining methods, where

instead we try to teach a computer to develop a predictive model that can

learn the concept, to solve the problem, or to find the relationship. For

example, if we were training a student to solve an addition problem, below

would be a training set that we could use.

Feature Vector Label

< 1, 3 > 4
< 1, 5 > 6
. . . . . .

This would be the addition problem that
the student would need to solve. The
problem would be represented as a feature
vector:< number 1, number 2 >

The labels would be the
’correct’ answers to the
problem at hand. Our
student would learn the
relationship between la-
bels and features such
that they can eventually
solve addition problems
on their own.

A supervised data mining method (the student in our case) would try

to learn the relationship between these two sets of data - eventually being

able to solve any problem without needing any labels. Ideally, the student

would learn the relationship: y = x1 + x2
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The Central Question of Supervised Data Mining: What is

the correct Predictive Model?

Recall that in the supervised data mining setting, we are given some training

pairs composed of features and labels:

(features1, label1), (features2, label2), ..(featuresn, labeln)

A supervised data mining method will try to generate a model, f(x),

relating the two sets such that: For any given feature vector, we can ap-

proximate the corresponding label.

A supervised data mining method tries to learn from the provided set

of training pairs in order to construct a predictive model (represented as our

learned function) which correctly predicts the appropriate label.

The main concern is that there is an infinite number of ways we can

create our predictive model. In other words, there is an infinite number of

ways we can create a predictive model based on our training data. Consider

the graphs below demonstrating just a few constructed predictive models

based on some given training data.
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Which one is the true underlying function mapping our features to our

labels? Are they all correct? How well does our chosen predictive model

work in the real-world application?

This fundamental problem also naturally extends to a classification-

style task; where there are an infinitely many ways that we can create a

decision boundary to divide one or more classes apart.

Since there are so many solutions, deciding the nature, complexity,

and shape of the predictive function is an active issue to consider in data

mining.

In addition, it is common to have training data that contains one or

more noisy observations (e.g. perhaps we construct our model on a training

set containing a deformed cat with an abnormal weight - or an incorrect ex-

ample as a practice problem) which could skew the constructed relationship

represented by our predictive model and lead to bad predictive performance.

We will take a closer look at both of these issues in an upcoming lecture.

Moving forward, we will learn four of the most successful supervised
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data mining methods used in commercial and research applications today;

the first supervised data mining method on our to-do list is k-nearest neigh-

bors which we can use for both classification and regression problems.

4 K-Nearest Neighbours Method for Classification

The simplest supervised data mining method is K-nearest neighbors (re-

ferred to as KNN). As we have seen earlier, this supervised method looks

at the labels of closer points in the training set in order to make a label

prediction for the new query observation.

Here is a way to think about it. Imagine that there is a person trying to

locate where someone on the planet lives. He cannot ask the target person

directly where he/she lives, but he can ask the target person’s neighbors

where they live. By knowing where the target’s neighbors live, we can get a

better idea of predicting where the actual target person lives.

The ’K’ value in the method’s title represents the amount of neigh-

bors to take into consideration for making the final prediction. The figure

below demonstrates a 3-nearest neighbors method trying to classify a new

observation (which is marked by the gray question mark).
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After identifying the 3 nearest neighbors to a given query observation,

a majority vote is held to determine the class of the new observation. That

is, we use the most common class out of the 3 neighbors as our final classifi-

cation for the query feature vector. This is a fairly straight-forward method

- but has been used fairly successfully for problems including the detection

of certain cancers.

Heuristic Tie Breaking: What if there is a tie?

It is very possible to get a tie-situation such as the one demonstrated below

where the number of neighbors is even.
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There are different ways of breaking ties when we make our majority

vote, and is dependent on the data mining package being used. In some

data mining packages, K is reduced by 1 and the method is ran again when

ties are encountered.

In the knn library in R, ties are broken by arbitrarily picking one of

the classes in question. They are both likely from a probability perspective.

5 K-nearest Neighbors for Regression Problems

So far we’ve learned how to use K-nearest neighbors to solving classification

problems where our goal is to predict a categorical label given a feature

vector. We can use K-nearest neighbors for a regression scenario as well

(where as we have seen; instead, we are trying to predict a numerical value -

not a category). There is only one twist in the process seen earlier - instead
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of making a majority vote, we calculate the average the numerical labels

of the nearest neighbors. For example, the figure below demonstrates the

calculation process for a regression scenario where K=3:

6 How many neighbors should we use?

The selection of the K value is incredibly important. We can develop ex-

tremely different predictors depending on the value of K that we use, and

they could all develop very different predictive models. Have a look at the

figure below where we applied KNN with varying K values to a data set,

which contained three classes. A color map was overlaid on the scatter plot

and shows the corresponding KNN prediction at every possible point.
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Remember – the goal is that when an unknown feature vector comes

in, that we will correctly predict which of the three classes it belongs to.

We can see that K=1 creates rigid boundaries which focus too much

on noisy observations and ultimately doesn’t seem to create good decision

boundaries, while K=20 makes a lot of improvements and finds a fairly de-

cent predictive model, but K=100 goes too far and just misses the underlying

relationship entirely.

• With a higher K value and taking more neighbors into account, we

generalize the resulting decision boundaries - but a K value too high

could ’over-generalize’, and might not capture the underlying patterns

of the data anymore (the K=100 uses too many neighbors and messes

our approximation up).

• With a lower K value and taking fewer neighbors into consideration,

we create more rigid decision boundaries - but a very small value of K

could result in a model that is greatly influenced by bad observations in

the data (notice all those small gaps and edges in the K=1 hypothesis).

As shown above, we found that around K=20 works pretty well for our
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data set, and would likely work well for classifying unknown data points. The

appropriate value of K completely depends on the data set at hand - so, it is

useful to experiment with several K values and see which performs the best.

Next Thursday, we will learn a method for determining K automatically.

7 Other Notes

• KNN is terrible with regards to computer memory, since we need to

load every single observation in memory to make a prediction.

• As we have seen, KNN can discover non-linear relationships within

a dataset (whereas other methods such as linear regression obviously

cannot).
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