
STAT2450: Assignment 4 – Due: March 21st, 2016 by 11:59pm

E-mail your submission to: kallada@cs.dal.ca before the assigned due date.

No late submissions will be accepted. Assignments are to be completed individually.
Collaboration on assignments will be treated as plagiarism and will be dealt with as per
Dalhousie’s academic integrity policy.

Part 1: Concepts in Data Mining

1. In class, we were introduced to two different clustering techniques: K-means and
DBSCAN. DBSCAN is a straightforward clustering technique for discovering groups
in a data set. In class, we saw how we could apply DBSCAN on the Iris dataset. In
this question, we will discuss theoretical properties of this algorithm.

(a) How does decreasing the radius parameter affect the resulting clusters [1 Point]

(b) How does increasing the minimum samples parameter affect the resulting clus-
ters [1 Point]

(c) Discuss how DBSCAN can be used to find noise in a dataset. [1 Point]

(d) Descibe how the three types of data points are assigned in DBSCAN? [1 Point]

(e) One interesting aspect of DBSCAN is that it can discover non-linear clusters in
a dataset in odd looking shapes.

Describe how DBSCAN can find these non-linear clusters and K-means can-
not? [1 Point]

(f) Why does DBSCAN fail when we incorporate a large number of features? [1
Point]

(g) Clustering is an unsupervised data mining problem meaning we do not have
the labels or “the correct answer“. Explain one way we can evaluate the quality
of a clustering algorithm. [1 Point]
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2. Neural networks are a biologically-inspired family of data mining techniques for
solving data mining tasks. One type of neural netowrk is the multi-layer perceptron,
which can solve supervised learning problems. With this in mind, please answer the
following questions:

(a) Considering that the logistic activation function only outputs probability val-
ues from 0 to 1, how do neural networks deal with regression problems? [1
Point]

(b) In your opinion, if we have the universal approximation theorem, why do re-
searchers even bother constructing deep neural networks? [1 Point]

(c) Your neural network converges at a training score that is sub-optimal. Please
describe why gradient descent can sometimes discover poor choice of weights
in a neural network. [1 Point]

(d) How should you decide the number of hidden neurons in a single-layer multi-
layer perceptron? [1 Point]

(e) Please provide two reasons that the logistic function used in neural networks
as opposed to the stepwise function [2 Point]

(f) How does the autoencoder neural network differ from a standard multi-layer
perceptron? [1 Point]

(g) What problem (out of the four data mining problems we’ve discussed) does
the autoencoder neural network solve? [1 Point]

3. Random forests is an ensemble learning strategy for training a team of decision tree
learners. This is a supervised learning technique that incorporates bagging and the
random sub-space method to create a diverse ensemble (or team) of independent
models. As we saw, these models work together to solve a given prediction prob-
lem.

(a) Why are decision trees a good choice for bagging? [1 point]

(b) Describe why bagging is an ineffective approach to acquaint with K-nearest
Neighbours? That is, why would a bagged K-nearest neighbours provide little
benefit opposed to an unbagged K-nearest neighbours? [1 Point]

(c) How should you decide the number of sub-model that you should use in a
bagged model? [1 Point]

(d) What benefit does incorporating the random sub-space method have, in ran-
dom forests? That is, what gains does random forests have over bagged deci-
sion trees? [1 Point]

(e) In your opinion, explain whether bagging will ever degrade performance as
opposed to not bagging. [1 Point]
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(f) Random forests can compute a feature importance by looking at all the decision
trees in the ensemble. Why is this better than using a single decision tree? [1
Point]

(g) Ensemble learning approaches have consistently ranked highly in data mining
and machine learning competitions. What is the main advantage that we have
discussed in class that does ensemble learning provide? [1 Point]

Part 2: R Programming

1. In this exercise, we will use random forests to predict the price of houses. This data
set was obtained from the UCI Machine Learning Repository. In particular, this
dataset is made up of 506 census tracts of Boston from the 1970 census and it features
21 variables regarding various aspects that could impact real estate value. The target
variable is the median monetary value of the houses, expressed in thousands of
USD. Among the available features, there are some fairly obvious ones such as the
number of rooms, the age of the buildings, and the crime levels in the neighborhood,
and some others that are a bit less obvious, such as the pollution concentration,
the availability of nearby schools, the access to highways, and the distance from
employment centers.

(a) Download the data from the UCI repository onto your computer and load the
data into R using the “read.csv“ function. [1 Point]

(b) Create a presentable histogram with ggplot to visualize the distribution of the
house age feature. [1 Point]

(c) Train a random forests model using the caret library to predict the price column
given the other columns in the dataset. [1 Point]

(d) Print the feature importance ranking learned by the model. What feature is con-
sidered the most important towards the prediction? [1 Point]

2. In this exercise, we will train a multi-layer neural network for solving the classifica-
tion task of predicting the effectiveness of a marketing campaign for blood donation.
In particular, we are trying to predict whether a given person will donate blood or
not. There are two classes in this binary prediction task: whether the person do-
nated blood or not. This is a real-world data set made available through the UCI
machine learning repository; read up on the nature of this data set here.

(a) Download the data set from the UCI repository and load the data into R using
the “read.csv“ function. [1 Point]

(b) Recall that we must use a one-hot encoding scheme to properly train a neural
network for classification. That is, our label will be a vector as there will be an
output neuron for each class in consideration. Format the output of the data
into a one-hot encoding scheme. [1 Point]
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(c) Divide the data set into two parts: 30% for a testing set and 70% for a training
set. [1 Point]

(d) Train a neural network using the neuralnetwork library in R to predict the label.
[1 Point]

(e) Discuss the differences between recall, precision, and classification accuracy?
[1 Point]

(f) Visualize the structure of the neural network using the plot function. [1 Point]
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