
STAT2450: Assignment 3 – Due: March 4th, 2016 by 11:59pm

E-mail your submission to: kallada@cs.dal.ca before the assigned due date.

No late submissions will be accepted. Assignments are to be completed individually.
Collaboration on assignments will be treated as plagiarism and will be dealt with as per
Dalhousie’s academic integrity policy.

Part 1: Concepts in Data Mining

1. K-fold cross-validation is one way to understand the real-world performance of a
predictive model.

(a) Discuss why is K-fold cross-validation sometimes considered computationally
infeasible when training neural networks? [1 Point]

(b) After obtaining a K-fold cross-validation estimate, you have K different predic-
tive models: what is the final model that you provide to your client? [1 Point]

(c) Say that you apply 5-fold cross-validation with K-nearest Neighbours with a
grid search of K = 1 to K = 10. Considering the training process, how many
predictive models are created in total? Justify your response. [1 Point]

2. Support Vector Machines (SVMs) is one supervised data mining technique that try
to find the decision surface that maximizes the distance between support vectors.

(a) Discuss why the SVM cannot solve non-linear problems and how it overcomes
this limitation. [1 Point]

(b) We saw in class that the SVM can solve multi-class problems using the one-vs-
one technique. If we had 4 classes, how many binary classification models are
created with the one-vs-one scheme? [1 Point]

(c) Consider the data set below. Plot the data points by hand and draw a linear
support vector classifier to distinguish between both points.

Height (cm) Weight (lb) Animal
21 25 Cat
20 23 Cat
22 25 Cat
34 10 Parrot
30 8 Parrot
30 30 Parrot
31 9 Parrot
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3. All supervised data mining techniques have hyperparameters which specify how
complex the “mined“ predictive model is. In the table, please list the hyperparame-
ters for the corresponding data mining technique:

Data Mining Method Hyperparameters
SVM

Decision Trees
K-Nearest Neighbours

Neural Networks

4. Hyperparameters control how complex the predictive model is – that is, how wiggly
it is with respect to the given data set. Choosing the hyperparameters, and the com-
plexity of the model, heavily influences the real-world performance of the model.
If we were to plot the test accuracy against complexity and training accuracy against
complexity: we’d see the exact same trend for any data mining method.

(a) Provide a rough drawing consisting of two curves:

• Training accuracy: How well does the model work on the data that it has
been built on? [1 Point]

• Real-world accuracy: How well does the model work in the real-world? [1
Point]

(b) We learned four supervised data mining methods learned in this class. They
essentially solve the same task of constructing predictive models to solve ei-
ther classification or regression. Try to provide two valid reasons that we have
multiple data mining methods to solve the same task? [2 Points]

(c) Extending on the last question, construct and complete the following table of
pros and cons to help illustrate the differences between various supervised data
mining methods.
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Data Mining Method Pros Cons
Support Vector Machines

Decision Trees
K-Nearest Neighbours

Neural Networks

Part 2: R Programming

1. In this exercise, we will continue to apply our R skills to clean data. In this task,
we’ll work with a real data set from the World Bank was obtained. This data set
consists of three statistics: the population, gross domestic product (per person) and
average life expectancy for several of the countries in the world. [Link to DataJoy
Template]

Those three statistics were retrieved for different countries as well as different years.
The format of the data is that each row has a country name, a year, and the 3 vari-
ables. Each country appears in 6 rows (once for each year). There are some missing
data, indicated by a “NA“ in the CSV file. You should provide a single R file which
completes all of the following tasks.

(a) Load the data properly using the “read.csv“ function. [1 Point]

(b) Write a function to compute how many countries are in the dataset? [1 Point]

(c) How many missing values of the “population column“ are there in the data?
[1 Point]

(d) How many missing values of “population“ are there in the 2010 time? [1 Point]

(e) What is average life expectancy, averaged over all countries and all years? [1
Point]

(f) Calculate the average life expectancy in each of the years provided in the data
set. Display this information a line plot (average life on vertical axis, year on
horizontal). [2 Points]

(g) In 2010, print which country has the largest population? Secondly, print the
country which had the smallest population in the 2010 year? [2 point]

(h) Construct a scatterplot of the log GDP (horizontal axis) and the life expectancy,
for the 2010 data using ggplot2. Make sure to label and appropriately present
your plots. [1 Point]

(i) Generate a scatterplot matrix of the same three variables (life, loggdp, logpop).
[1 Point]

2. In this exercise we will explore the support vector machine for building predictive
models which solve another classification task of predicting a number given a hand
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written version of that number. Shown below are some examples of the dataset.
The “MNSIT“ dataset contains labeled handwritten image digits by mailmen, col-

lected over the span of several years. In this exercise, we are given raw pixels of the
handwritten image itself. Each image is 28 pixels in height and 28 pixels in width,
for a total of 784 pixels in total. Each pixel has a single pixel-value associated with
it, indicating the lightness or darkness of that pixel, with higher numbers meaning
darker. This pixel-value is an integer between 0 and 255, inclusive.

The training data set, (train.csv), has 785 columns. The first column, called ”label”,
is the digit that was drawn by the user. The rest of the columns contain the pixel-
values of the associated image. [Link to DataJoy Template]

Write a single R script to solve all of the following tasks:

(a) Compute and print out the number digits with the label “2“ in the data set. [1
Point]

(b) Plot the 11th row of “train.csv“ in its original picture form using a heatmap
from the ggplot2 library.

(c) Construct a SVM with a linear kernel to predict the label column. Print the
K-fold cross-validation accuracy of the model. [1 Point]

(d) Construct a SVM with a RBF kernel on the data. Print the K-fold cross-validation
accuracy of the model. [1 Point]

(e) Using your final model, predict the labels for the feature vectors in “test.csv“
and print these predicted labels for these unknown observations. Consider
this real-world data that your model evaluators will be using, you do not have
access to this data for training. [1 Point]
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