
STAT2450: Assignment 2 – Due: February 9th, 2016 by 11:59pm

E-mail your submission to: kallada@cs.dal.ca before the assigned due date. This assign-
ment covers material taught up to and including Lecture 10.

No late submissions will be accepted. Assignments are to be completed individually.
Collaboration on assignments will be treated as plagiarism and will be dealt with as per
Dalhousie’s academic integrity policy.

Part 1: Concepts in Data Mining

1. When PayPal first started using data mining to predict fraud, they quickly noticed
that their predictive models worked for the first few days, then started to gradually
fail to identify fraud.

Fraudsters eventually started understand how to get around the underlying fraud
detection mechanism learned by the predictive model. In lectures, we gave a formal
term for predictive models which lose accuracy over time. What phenomenon in
supervised data mining is this? [1 Point]

2. Decision Trees are tree-based models can be used to solve the supervised learning
problem. They are used widely because they can be visualized. Let us consider the
data set below.

(a) Using your logical instincts, draw a viable decision tree model to predict the
“Happy?” label by hand using the data set shown above.

(b) If we plot the decision boundaries formed by a deicsion tree for classification,
we will notice that they are shaped rectangularly. Predictive models developed
with K-nearest neighbours seem to create bumpy decision boundaries. Explain
why the decision boundaries formed by decision tree models are rectangular.
[1 Point]

(c) Decision trees repeatedly cut the original feature space into smaller sub-regions.
This process can continue onwards until there is one data point per sub-region.
Why should we limit the size of a decision tree? [1 Point]
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3. One of your colleagues is trying to build a predictive model for a rare disease. He
builds a predictive model and reports 99% classification accuracy.

(a) Why should you be skeptical about this claim? [1 Point]

(b) Describe why imbalanced classes are difficult to build predictive models from
for classification tasks. [1 Point]

(c) The best advice for someone with an imbalanced data set is to try and collect
more rows of the minority class(es). However, there are two approaches that
we discussed in class to artificially re-balance the data.
What could he or she do to artificially “re-balance” the data set? [1 Point]

(d) Discuss a potential issue with artificially ”re-balancing” the data set. [1 Point]

4. K-fold cross validation and Hold-out validation are two techniques to estimate how
well a particular supervised data mining method will work in the real-world for
your data set.

(a) Why does K-Fold cross-validation provide better estimates of real-world gen-
eralization than hold-out validation? [1 Point]

(b) After applying K-Fold Cross-Validation, we K predictive models and an aver-
age estimate of how well this data mining technique performs on our data set.
We now have K different predictive models created for each fold of our data
set.
How do we create the predictive model that we will use in the real-world? [1
Point]

(c) What percentage of data is used for testing each model when K=2 in K-fold
cross-validation? [1 Point]

5. Hyperparameters are things we need to specify before running a data mining method
on a data set. These are values like the K parameter in K − nearest Neighbours or
max depth in Decision Trees. These help define how complex our model should be
with respect to the data set at hand. With this in mind, answer the questions below.

(a) How should we select these hyperparameters for a data mining method? [1
Point]

(b) In practice, what is a viable range for K values in K-nearest Neighbours? [1
Point]

(c) Say that we have an extremely clean data set with zero noise. Would K-Nearest
Neighbours with K = 1 work well on this data set? Justify your answer. [1
Point]

(d) Say that we have an extremely noisy data set. Would K-Nearest Neighbours
with K = 1 work well on this data set? Justify your answer. [1 Point]
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(e) The values for hyperparameters will vary for each data set that you work with.
Why is this so? [1 Point]

6. As we have seen, there are two primary performance statistics for predictive mod-
els: training score and testing score.

Training score describes how well your predictive model predicts that data it has
been trained on. We can compute the training score by predicting the observations
that the model has been built on and subsequently comparing whether those pre-
dictions are accurate.

Testing score describes how well your predictive model will generalize to unseen
observations in the real-world. We can compute a testing score using either K-fold
cross validation or hold-out validation techniques.

(a) Why is training score a bad indicator of real-world performance? [1 Point]

(b) Why does a training score of 100% imply that we may have overfit the data? [1
Point]

(c) Why does a training score of 0% imply that we may have trained a model that
has underfit the data? [1 Point]

(d) Does a testing score of 100% imply that we have built a predictive model that
has overfit the data? [1 Point]

(e) Discuss one reason why a predictive model may obtain a 100% K-Fold Cross
Validation classification accuracy, yet still fail to work in the real-world. [1
Point]

7. (Bonus Question) Data ”leakage” is an active issue in data mining where data min-
ing practitioners accidentally train their predictive models on information that shouldn’t
be available. Hence, the underlying concept that the model has learned becomes
invalid. Briefly read the following paper “Leakage in data mining: formulation,
detection, and avoidance“.

In this paper, they discuss concept of “feature leakage” where certain features in the
data set are accidentally made available. Consider the example of “feature leakage”
for a breast cancer diagnosis competition. What was the leaked feature in that com-
petition? Secondly, why was leaking that feature a problem for building a predictive
model? [1 Point]

Part 2: Programming with R

1. We will further explore a data set related to flower species prediction. Our goal is
to predict the species of a flower given certain features of the flower. These four
features are: petal length, petal width, sepal length, and sepal width.
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As we have seen in lectures, the main procedure for supervised data mining is the
same once you’ve identified what label you want to predict. You simply try several
approaches to building a predictive model and use the one with the best real-world
generalization abilities.

This data set is available here in the University of California Irvine’s Data Mining
repository under the filename ”iris.data”.

Write a single R program that does ALL of the following tasks.

(a) Download and load the data using the ”read.csv” function. [1 Point]

(b) Run the summary function on the data set. [1 Point]

(c) Visualize a histogram for the Petal Width feature. [1 Point]

(d) Run a 10-fold cross-validated grid search using classification accuracy with De-
cision Trees and K-Nearest Neighbours. Afterwards, create a table like the one
shown below and fill in the empty fields. [5 Points]

Learning Method Training Score 10-Fold Cross Validation Score Best Hyperparameters
K-Nearest Neighbours

Decision Trees

2. Kyphosis is a spinal deformity found in children and occurs after certain surgeries
on the spine. Our goal is to predict whether a given patient will have Kyphosis after
their spinal operation. In this exercise, we have collected a data set with 81 rows and
3 features of patients who have had spinal operations and also recorded whether
they had Kypohsis afterwards. The columns for this data set are summarized below.
[DataJoy Template]

• Kyphosis (label): Either ”present” or ”absent”

• Age: Age of the child in months.

• Number The amount of spinal vertebra involved in the operation
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• Start The number of the first (topmost) spinal vertebra operated on.

Write a single R script that does ALL of the following tasks:

(a) Read the data using the read.table function in R. [1 Point]

(b) Count the number of children with the disease and the number of children
without the disease using a for loop. [2 Point]

(c) Use a for loop to compute how many children have the Kyphosis disease and
are under 5 months old. [2 Points]

(d) Create a scatter plot matrix for all features in this data set. [1 Point]

(e) Perform a 10-Fold cross validated grid search using classification accuracy with
Decision Trees and K-Nearest Neighbours. Afterwards, create a table like the
one shown below and fill in the empty fields. [3 Points]

Learning Method Training Score 10-Fold Cross Validation Score Best Hyperparameters
K-Nearest Neighbours

Decision Trees

(f) Visualize the decision tree using the final model built during the decision pro-
cess above. [1 Point]
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